Analytic Strategies for the Internet of Things
Getting the most out of IoT data

The Internet of Things (IoT) is generating new datastreams that make it possible
to track formerly immeasurable processes and react more quickly to changing
business conditions. Examples include industrial processes, home energy
consumption, vital signs taken at a patient’s home and real-time social interactions
among machines, companies and people. IoT provides new information and brings
new opportunities for optimization and prediction - a data analyst’s delight. Some
of the approaches and workflows for working with this high dimensional, high
volume streaming data are easily adapted from existing applications and other
domains, but not all. This e-book sheds light on finding useful patterns in IoT data
and using them to predict and model successfully.
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Introduction
Some experts estimate that there will be close to 30 billion connected
IoT devices by 2020.
Those devices include manufacturing systems, medical equipment
and a variety of sensors designed to transmit data for analysis. IoT
is bringing about big changes in areas as diverse as smart cities,
connected cars, construction, logistics and industrial equipment.
But some industries are discovering the differences between IoT data
and traditional data the hard way. Consider a pharmaceutical company
with a team dedicated to analyzing environmental data from sensors
in its plants. For years, the company has collected and reported on the
data. In time, it links 70,000 sensors monitoring real-time conditions
at three plants around the world and unleashes an incoming stream of
100 million data points per day.
Firmly in the eye of the IoT storm, the company finds that, unlike other
streams of analytics data, IoT data is unevenly spaced, which makes it
harder to use. Still, with proper modeling, the company can improve
drug safety by tracking individual lots all the way through distribution to
the patient. More importantly, it can capitalize on IoT’s compression of
time that reduces the lag between availability of data and action on it.
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“I have lots of streaming data. Now show me something interesting.”
Like that pharmaceutical company, many companies already collect plenty of data, mostly for
creating reports and dashboards. “Now show me something interesting” is often how they react
when they look at analytic approaches for that data.
Consider a similarly traditional IoT application: The thousands of live data streams collected in a
fossil fuel power plant. Elaborate dashboards display values for temperatures, air flows, fuel flows
and other parameters. Some of these data streams may drive an automated control system, but
most of the time, the plant collects them to monitor safety limits and to verify basic, error-free
operations.
The “something interesting” for the owner of the power plant is to use the data to operate with
more safety, greater efficiency and fewer emissions. But before using the data for that purpose,
analysts must put a few things in place.
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Storing a data horizon: Data historians
To analyze data, it is necessary to make it available for analytic
software and routines. Those routines use data from historical
operations to develop patterns, models and rules for detecting
anomalies. Therefore, it is important to establish a data historian
(usually a standard database or data warehouse) where data is
indexed in several ways:
• Time: What is the time stamp?

Also, instead of measurements of continuous parameters such as
pressures or temperatures, the data historian also records events such
as alarms (what occurred and time of occurrence) and failures (nature
and time of failure).
Regardless of what is being measured, the typical data set generated
by IoT systems and applications consists of time-stamped data, usually
for large numbers of parameters and events.

• Parameter tags: What is being measured?
• Data quality tags: Is the measured data point reliable and within
valid bounds? This is optional.
The data historian, usually a standard database or data warehouse,
records events such as alarms and failures.
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How much data to store
The quantity of data to store depends on the specific application. It is never wrong to store as much
data as possible because it is always an option to derive, say, hourly averages from second-bysecond measurements during data preprocessing (see “2. Determining aggregation intervals” on
page 8). Several factors are involved.
Storage limitations
What are storage limitations, relative to a time horizon that is likely to be of interest?
• In one healthcare application, a patient’s vital signs are recorded during a two-week
recuperation. The time horizon of interest would be two weeks or longer to capture the
process of recovery from end to end in the data historian.
• In an application to monitor and optimize climate control systems in a hospital or hotel, the
time horizon of interest would be a couple of years. In that horizon, the data historian would
capture seasonal temperature changes and the ebb and flow of patients or guests, allowing
analysis of monthly patterns across years.
• Projects related to power generation often examine more than five years of data to capture
normal and abnormal operations, including problems, over time.
Granularity of measurements
How often (hours, minutes, seconds) should one record measurements? The answer depends again
on the application but also on how quickly consecutive measurements change.
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For example, an engine’s temperature rises and falls relatively slowly
so measuring every second or microsecond would not likely be
useful in diagnosing a process or predicting an event of interest.
Measurements from one second to the next would be almost
identical, in other words highly autocorrelated, and there is no point in
repeatedly analyzing the same value. In fact, many statistical analyses
may lead to biased and unreliable results by doing just that.
When the respective data dynamics are not known, it is useful to
perform simple tests to compute autocorrelations for consecutive
measurements taken at different intervals; for example, engine
temperatures every minute, every five minutes, every 15 minutes,
every half-hour. Consecutive measurements with an autocorrelation
greater than 0.80 are usually redundant, so a wider interval between
measurements is indicated.

Continuous measurements, discrete events and attributes
It is not necessary to store all data at the same level of granularity.
Different parameters have different dynamics and autocorrelations,
and failures and other events occur at different times.
The alignment of data collected and recorded at different time
intervals is a data pre-processing task where other considerations
also apply.
Measurements of an engine’s temperature from one second
to the next would be almost identical, in other words, highly
autocorrelated, and there is no point in repeatedly analyzing the
same value.
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What to predict or model: Finding interesting patterns
With a data horizon established and the relevant data
available for analysis, the next step is to ask, “What
useful things can we do with the IoT data? What
problems can we address with the knowledge we derive
from it?”
The analytic strategies useful for IoT data are similar or
identical to those useful for any data set:
Anticipated demand, problems in processes and
predictive modeling of failures
• Clustering applications for parameters
and equipment
• Anomaly or outlier detection of unusual
operations, atypical configuration of parameters
and heretofore unseen patterns in data
But even when the analytic strategies and goals are
similar, some considerations are different because of
the time-series nature of streaming, time-stamped
IoT data.
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1. Aggregating and aligning data
In almost all cases, data must be aggregated to common time
intervals. For example, events recorded in a data historian with a
specific time stamp must be aligned with continuous parameter
data recorded every second or minute. In continuous process
manufacturing such as in pharmaceuticals, it is common to align
continuous process data with discrete final product testing data.
That aggregation can be tricky. For example, is it better to compute
means for continuous parameters, or robust statistics like minima and
maxima? When monitoring a patient’s heart rate, the average heart
rate is probably of less interest than the highest recorded heart rate
in a given time interval. Often, a domain expert, here, a cardiologist, is
best suited to advise on the appropriate method of aggregation.
2. Determining aggregation intervals
As examined in “Granularity of measurements” on page 5, to which
specific aggregation interval should continuously recorded parameters
be rolled up?
Note that there may be certain time intervals that simply make
more sense than others. To monitor and optimize the performance
of the engine mentioned above, it may not be useful to aggregate
operational data to weekly averages because operational demands
on the engine change by the hour. It would likely be more useful to
aggregate continuous data to hourly summaries or to more-granular
intervals of minutes or even seconds. Any data such as daily summary
or testing data that were unavailable at the more granular intervals
would need to be replicated to align with the minute-by- minute
summaries. Then analysts could compute meaningful correlations and
perform advanced statistical modeling.
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3. Forecasting and predicting in the time domain
How much electricity will a city need next summer? How often should
we replace the brakes on a subway car? How soon will a disk drive fail?
Statistical methods exist for forecasting and predicting the answers
with multivariate (multiparameter) data, but it is not always easy to
apply them when tracking hundreds or thousands of parameters.
Lag time is a variable that makes prediction especially difficult. For
example, a chemical company tracks several hundred parameters
to monitor its batch manufacturing process. Its strategy of lagging
input predictors against the outcome variables of interest allows it
to decide how far to lag them. The company knows that changing a
manufacturing process takes about one hour; therefore, it is only useful
to lag the predictors by more than an hour. Otherwise, by the time the
prediction has been made, the equipment will already have failed.
If the goal is to predict when an important piece of equipment will
fail, then any lagging has to be done so that the prediction gives the
company enough time to act on and prevent the failure.
It is not always easy to apply statistical methods for forecasting
with multivariate (multi-parameter) data when tracking hundreds or
thousands of IoT parameters.
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The perils of lagged data
Building models and applying statistical estimation methods with lagged data come with certain
hazards. Many standard methods like linear regression rely on statistical and mathematical
assumptions, but continuously recorded IoT data and aggregates (such as means and medians)
are not the randomly sampled observations common to linear regression models. IoT data is
almost always autocorrelated, so that consecutive observations are more similar to each other than
observations made over time.
That autocorrelation affects not only statistical significance tests but also the estimation of confidence
and prediction intervals. There are ways to avoid the problem and still derive useful (if perhaps biased)
confidence intervals, but in most cases, analysts cannot apply the typical analytic procedures they are
accustomed to applying to static data and independent, randomly sampled observations.
4. Modeling trajectories and multivariate anomaly detection
In some industries, time-stamped data describing the maturation of some process are critically
important. For example, manufacturers of chemicals and pharmaceuticals monitor processing steps
in which material bakes, cooks, ferments or otherwise changes over time.
One approach for monitoring such data is to build a multivariate model of a normal or in-control
maturation process, and then measure continuously the distance or difference between new
material and that standard. Linear principal components and partial least squares (PLS) models
are useful for characterizing the trajectory of the multi-parameter measurements over time and for
comparing those trajectories to known good trajectories.
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5. Finding inflection points
IoT data is often used to answer a simple question: “Are things changing or staying the same?”
For example, pressure in a line or fuel flow into a furnace can be constant with little random
variability. But if and when that parameter begins to drift, then bigger and more expensive
problems will almost certainly follow. The task is to detect an inflection point in a random, steady
process (or trend), a point at which the process begins to drift in a different direction.
This is a normal quality-control problem. Most of the methods and techniques for charting quality
control also apply to small process changes or parameter drifts in IoT data.

Monitor everything
Finding inflection points is particularly important when monitoring large numbers of parameters
for steady states or trends. Multivariate techniques are useful in this approach, but given the
ever-declining cost of computing power, it is often easier and more effective to simply monitor
everything and use dashboards to automatically watch and prioritize the drift in parameters.
Such monitoring systems can self-calibrate when the accuracy of the monitoring computations
falls below a specified threshold. The systems can learn to prioritize the parameters and potential
fault and failure modes for review by process experts.
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Taking the math to the data, wherever it is
Given the anticipated 30 billion connected devices mentioned on page
2, the ability to collect data will quickly outstrip a company’s ability to
analyze it. Transporting huge quantities of data back to a central server
for analysis will bog down the network. Besides, where is the business
value in second-by-second data indicating that a light bulb is burning
at 230 degrees Celsius? Will that much detail really boost a company’s
bottom line?

A Native Distributed Analytics
Architecture (NDAA) runs analytics on
aggregates computed in a database,
gateway or device/sensor, wherever it
may reside.

Native Distributed Analytics
As explained above, the goal is to detect “something interesting” —
state changes, anomalies, trends and inflection points — and take that
information to the analytics process. A Native Distributed Analytics
Architecture (NDAA) runs analytics on aggregates computed in a
database, gateway or device/sensor, wherever it may reside. Here is a
sample of the workflow:
1 Users build an analytical model, such as a neural network.
2 They export the model in the languages (Java, C, C++, PMML, SQL)
appropriate to the platforms (Hadoop, Teradata, Netezza, Exadata) on
which the data reside.
3 The models execute platform-specific operations and
user-defined functions.
4 The results return to desktop software, where visualization technology
displays them to analysts and users.
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Figure 1 Native Distributed Analytics Architecture - Edge Scoring

A sample use case would be advanced analytic models running on CRM
data in Salesforce.com.
Future steps in NDAA hold even more promise for the coming deluge
of IoT data. First, it will soon be possible to compile an entire data
prep or analytic workflow and distribute it to the appropriate platform.
Moreover, when coupled with data transportation and transformation,
the analytic models described above can run in Java virtual machines
(JVMs) inside service-specific clouds like Amazon Web Services,
Salesforce.com and private clouds.
Finally, the models may also run as “edge analytics” in edge devices
or gateways close to the physical location where IoT data is collected,
then send results back to the desktop. As shown in Figure 1, analytics
could run in a non-computing device, like a factory tool, data sensor,
car or tractor, or in a computing device like a gateway. At the device

level, the analytics are relatively simple because of the lack of
computing power, but they can become more complex as the number
of devices and gateways in the system increases.
With NDAA, there is no need to fetch huge amounts of data from the
source; the math goes to the data, wherever it is. Payload and latency
are much smaller, on the order of a common email attachment, in
both directions. The role of the desktop is limited to building models
and displaying results, rather than crunching vast data streams.
Most important, NDAA has the potential to change the approach to
analytics by empowering citizen data scientists: line-of-business users
more adept at meeting their own analytics needs and less dependent
on statisticians. They will play an increasingly important role as the
volume of IoT data steadily grows.
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Conclusion
IoT technologies hold the promise of delivering new data, information and
insights in industrial applications like patient monitoring and automated
manufacturing. They also benefit consumers through smart monitoring of
house temperatures, water consumption and electricity usage. We already
know how to get that data into analytics platforms and into repositories
like data historians. The next hurdle, as described in this ebook, is to tailor
traditional analytics techniques to IoT data. Analysts can then derive useful
and actionable information from such data and figure out how to make IoT
work for both industry and consumers.
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